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Abstract
Knowledge work is comprised of specialists who collaborate by exchanging expertise and skills to produce products and services; this is exactly what happens in open-source software development communities, albeit in a virtual and globally distributed manner. In this study, we examine two large and well-known open-source communities, specifically OpenStack and Automotive Grade Linux. More specifically, we take the theoretical notion of information literacy (IL) practice to analyse the day-to-day information-intensive activities of those communities. We collect and analyse naturally occurring publicly available digital trace data derived from the projects from an IL perspective. We report a set of ten information-intensive activities that are presented to an audience interested in IL and digital work, but not necessarily in software development. These ten activities are branching, committing, fetching, pushing, merging, reviewing, continuously integrating, gating, release management, and announcing — that collectively constitute the developers' information practice. While most of the reported information activities cannot be carried out in non-digital environments, the increasing trend towards the digitalisation of work reiterates the importance of studying the production and knowledge management practices in digital work.
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1. Introduction 
Knowledge work, as argued by Davenport & Prusak (2000) and (Drucker, 2017), and others, is comprised of specialists who collaborate by exchanging expertise and skills to develop products and services where the practice of collaboration ensures the effective share of specialised knowledge (Hetemi et al., 2022). As previously noted by Awazu & Desouza (2004), this is exactly what open-source communities do. In these communities, both professionals and hobbyists draw upon each other’s skills and competencies to develop software in a virtual and globally distributed fashion (Fitzgerald, 2006; Li et al., 2025). Open-source communities are early practitioners of digital work, as open-source software developers develop digital products (i.e., software) by digital means (i.e., by relying heavily on computers connected to each other via the Internet). Open-source communities have a high societal impact, as the software developed in them can be found ubiquitously in, for example, airplanes, home appliances, mobile phones, and cars.

As recurrently pointed out across disciplines, many lessons can be learned from the open-source communities (Awazu & Desouza, 2004; Fitzgerald, 2011; Hourri, 2024; Markus & Agres, 2000; Munos, 2006; O’Reilly, 1999; von Krogh & von Hippel, 2006). These communities warrant investigation due to their increasing number and scope. Unlike communities in companies and NGOs, their work is carried out openly and transparently (Ince et al., 2012; Willinsky, 2005). Their work also leaves detailed traces of what was done, by who, when and how (Howison et al., 2006; von Hippel & von Krogh, 2003; Haese & Peukert 2025). Open-source communities and their digital traces have been explored across various disciplines and with several research methods - early work started in computer science and software engineering, but the current puzzle is now cross disciplinary (Raasch et al., 2013; von Krogh & Spaeth, 2007). As large open-source projects are often (1) globally distributed with the developer rarely meeting face to face, (2) do not follow the established project management frameworks and hierarchies seen in organisations, and (3) conducted in the commons where the participants give up intellectual property rights, the phenomenon challenges the predictions and explanations of existing theory in different fields (Teixeira et al., 2016; von Krogh & Spaeth, 2007).

In this study, we address prior calls for the study of information literacy (IL) as a situated socio-technical practice within novel contexts and domains (Lloyd, 2010a; Tuominen et al., 2005; Widén et al., 2014) by investigating two large and well-known open-source communities. The first, known as OpenStack, is a community with thousands of individuals and hundreds of organisations that jointly develop a complex open-source cloud computing infrastracture capable of handling big data. The second, known as Automotive Grade Linux, is also a community with thousands of individuals and hundreds of organisations that jointly develop a complex open-source platform for the automotive sector. While the former powers many of the cloud computing servers worldwide, the latter powers the dashboard and the media entertainment systems of many cars and trucks sold worldwide. For analysing the developers’ information practice in those two large projects, we have taken the theoretical notion of IL practice (Lloyd, 2006, 2010b, 2017; Lloyd et al., 2013; Lloyd and Hicks, 2022) to analyse the day-to-day information-intensive work in OpenStack and Automotive Grade Linux communities. Our goal is to juxtapose open-source software development with traditional closed information practices within organisations (Awazu & Desouza, 2004).

This study was carried out in a large cross-disciplinary research program addressing IL in the workplace. The focus of our work is on globally distributed virtual work. We collected and analysed publicly available and naturally occurring digital trace data derived from the OpenStack and the Automotive Grade Linux project. This data, created and maintained by developers in the public domain, allows us to trace back the individual and collective activities of different actors involved in the co-production of both projects – i) OpenStack, powering many data server centres worldwide and ii) Automotive Grade Linux, supporting in-vehicle systems in cars and trucks globally. As the key result of our research, we identified a set of ten information-intensive work activities that warrant presentation and explanation to an audience interested in IL and digital work, even if not specifically focused on software development. These ten activities - that collectively constitute the developers' information practice - are branching, committing, fetching, pushing, merging, reviewing, continuously integrating, gating, release management, and announcing.

Our main contribution is the description of ten information intensive work activities in open-source software development and the information landscape in which they are situated. Our research will further highlight the infrastructural role of the distributed version control system (and its design) as the orchestrator of the work conducted by a large body of geographically distributed open-source developers. Furthermore, we note that developers predominantly search for the information they need from the artifacts being produced (i.e., the software source-code). Surprisingly, their information-intensive practices exhibit modest dependence on rich-media and synchronous communication channels often seen as a requirement for effective production (Daft & Lengel, 1986; Kock, 2004; Workman et al., 2003). Lastly, we also note that the reported open-source information practices cannot be carried out in non-digital environments; however, the increasing trend towards the digitalisation of work practices (Harteis, 2018) reiterates the importance of studying open-source communities. After all, open-source communities have developed digital technologies by digital means already for several decades. 

2. Theoretical background
2.1 IL and its modalities
Our research addresses IL within new emergent forms of work. More particularly, we study IL within the context of open-source software development - a form of distributed digital work. As the conceptual foundations of IL keep evolving with recurring discussions, and even disagreements, on what IL actually means (Bawden, 2001; Behrens, 1994; Secker, 2018; Stordy, 2015; Tuominen et al., 2005; Webber & Johnston, 2017), we set our theoretical orientation by endorsing the definition originally proposed in 2000 by the Association of College & Research Libraries (ACRL): 

Information literacy is a set of abilities requiring individuals to recognize when information is needed and have the ability to locate, evaluate, and use effectively the needed information (ACRL, 2000).

Even if the ACRL no longer holds up the definition as official and it transitioned to a wider framework for IL (ACRL, 2016), which draws upon the concept of metaliteracy (Mackey & Jacobson, 2011, 2014), this particular definition suited our theoretical orientation towards the understanding of how open-source software developers search, evaluate and use information in practice. 

Research on IL is, so far, particularly bounded by the educational context - a context where libraries play a very important role (Lloyd, 2013, 2017; Secker, 2014). Recent research, however, pointed out the importance of exploring the concept of the IL in non-educational work contexts (Caffrey 2021; Forster, 2015; Lloyd & Williamson, 2008; Mbatha, 2015; Secker, 2014, 2018; Weiner, 2011, among others). Here we take the position of IL as dependent and inseparable of the context in which it is investigated. In this sense and given the scarcity of research bridging IL with open-source software developers before attempting to measure their different facets.

Across disciplines, there has been a practice turn to theory building (Barnes, 2001; Feldman & Orlikowski, 2011; Schatzki 2025) and research in IL is no exception, with recurrent calls for the conceptualisation of socio-technical or sociomaterial practices within IL research (Choi, 2026; Lloyd, 2010a; Pilerot, 2016; Tuominen et al., 2005). Practices are often defined as shared actions of a collective of people (Orlikowski, 2002; Schultze, 2000). The sociologist Barry Barnes (2000), in the introduction chapter of the influential The Practice Turn in Contemporary Theory book (Barnes, 2001), gives a broad definition of practices as: “socially recognized forms of activity, done on the basis of what members learn from others, and capable of being done well or badly, correctly or incorrectly”. Our view on practices is then closely related to Lloyd’s position (Lloyd et al., 2013) on information practices. She sees them not as static arrays of routinised action, but as fluid and ongoing array of activities that are enabled or constrained by social sites and collective situated actions. 

Information practice is thus seen as an array of information related activities and skills, constituted, justified and organised through the arrangements of a social site, and mediated socially and materially with the aim of producing shared understanding and mutual agreement about ways of knowing, and recognizing how performance is enacted, enabled and constrained in collective situated action. (Lloyd, 2011, p. 285).

Even if practices are often associated with behaviour enacted by humans, we also endorse material agency (Pickering, 2010): both humans and non-humans (books, desks, computer screens, software, internet) perform activities in the field of practice. For example, the main non-human partner in the investigated open-source communities under investigation is the distributed version control system (aka repository) that orchestrates the different pieces of code written by humans’ developers. We see then practices as routinised actions enacted by both human and non-human agents. Besides engaging with the concepts of IL and information practice, our research also engages with the concept of information modality (Lloyd, 2017). Within a view of information practices as contextual and situated, each information modality refers to explicit and tacit information and ways of knowing.

The term information modality (Lloyd,2006) describes the broader categories of information that represent the information environment. Information modalities describe the common spaces created and accessed by people (for example, epistemic/instrumental space, social space, and physical space). (Lloyd, 2017, p. 95).

As evidenced by the work of Lloyd, the concept of information modality (Lloyd, 2006, 2017; Lloyd et al., 2013) fits well with the study of open forms of distributed digital work as it takes information practices as socially constructed (not individualised) and as contextual (not independent from its setting). Furthermore, the concept also assumes the materiality and corporeal embodiment of information.

From this perspective, information and ways of knowing are understood to reside in social relations that in turn reside in the practices that are intertwined with, and constitute, social life. These relationships influence the modalities of information (e.g., social, epistemic, and corporeal, (Annemaree Lloyd, 2010) and constitute the information landscapes of the setting (Lloyd et al., 2013).

Prior research by Lloyd (2017) distinguishes between three types of information modalities: (1) epistemic/instrumental modalities, (2) corporeal modalities, and (3) social modalities. The epistemic or instrumental modality refers to sources of information that are objective, factual, and reproducible. The corporeal modality encompasses embodied forms of knowing, including information derived from sensory experience and situated performance, which are often contingent and context specific. The social modality, in turn, concerns the nuanced forms of information embedded in social relations, including the often-unwritten norms, conventions, and expectations that shape practice and social exchange (Lloyd, 2017).From this perspective, individuals are not understood as passive recipients of information, detached from prior experience. Rather, they are viewed as critically engaged, self-reflective, and relational actors whose understanding of information is shaped through interaction with others and with information itself.

Recent research in IL has further strengthened this perspective by explicitly foregrounding sociomateriality as a central analytical lens. Instead of conceptualising IL as a set of individual competencies or skills, current study frames it as a sociomaterial practice enacted through the entanglement of people, technologies, infrastructures, and discourses (Haider & Sundin, 2023; Lloyd, 2023; Mård & Hallin, 2023). Within this view, IL emerges through participation in practices in which information, tools, and actors are mutually constitutive, and where agency is distributed across both human and non-human elements.

This development builds on earlier practice-theoretical foundations while extending them to account for digital platforms, automated systems, and information infrastructures that increasingly shape how information is produced, accessed, evaluated, and shared in contemporary distributed work settings (Haider & Sundin, 2023; Lloyd, 2023; Mård & Hallin, 2023). Such an approach is particularly well suited to the study of distributed digital work, where IL is enacted through sociomaterial arrangements rather than possessed by individuals in isolation.

2.2 Open-source communities
Open-source communities seek to extend the intellectual commons into the realm of computer software (for example the Linux operating system), and digital repositories (such as Wikipedia for encyclopaedic entries). Open-source software is released under permissive legal licenses that keep the software and its source code open to the common heritage of all: everybody is free to use, study, modify, and redistribute copies of the software. Most collaborative work is carried out in a decentralised fashion across the globe over the Internet. Open sourcing has gained much multidisciplinary attention since 1980 (Crowston et al., 2012; Raasch et al., 2013; Zaggl, 2025). Some early voices emphasised the freedom and other philosophical aspects in software development (Stallman, 1985), while others emphasised the practical benefits of developing software in more open and transparent ways (Raymond, 2001). Some see it as a model for organising (Lanzara & Morner, 2005; Ljungberg, 2000), as a model for producing (Feller et al., 2008), as a model for innovating (Ulhøi, 2004; Von Hippel & Von Krogh, 2003), as a model for sourcing (Ågerfalk & Fitzgerald, 2008), as a model for coordinating geographically distributed teams (Bolici et al., 2016; Lindberg et al., 2016; Zagg, 2025), or as a cultural movement whose values mimic library values (Iglesias, 2005; Shekgola, 2025). 
In contrast with the traditional proprietary model where software is often developed, controlled and sold by a single organisation, open-source software is often developed within networks of individuals and firms that are interested in co-developing software that can be freely used, studied, modified and distributed for any purpose (Stallman, 1985). The development of open-source software (e.g., the Linux operating system or R statistical package) contrasts from the more traditional open-source software counterparts (e.g., Microsoft Windows or IBM SPSS) by being more inclusive, transparent while lessening intellectual property rights (Awazu & Desouza, 2004; Markus & Agres, 2000; Teixeira, 2015). Another characteristic of open-source is that participants are geographically distributed and rarely meet physically. 
In sharp contrast with the idea that intellectual property rights drive the knowledge economy, open-source communities emphasise the values of collaboration, transparency, and inclusiveness over the ownership of the software (Teixeira, 2015). Some consider that with the success of open-source software, ’openness’ spread outside the confines of its original software boundaries. Nowadays, we do not just talk about open-source software, but also about open data, open hardware, open standards, open knowledge, open innovation, open access, open science, among many other manifestations of the “open phenomena” (Powell, 2012; Schlagwein et al., 2017; Sher Decusatis et al., 2012; Tkacz, 2012; West et al., 2014; West & Kuk, 2016, among others). 
Many have argued before that cross-disciplinary lessons can be learned from the open-source communities (Awazu & Desouza, 2004; Fitzgerald, 2011; Hourri, 2024; Li et al., 2024; Markus & Agres, 2000; Munos, 2006; O’Reilly, 1999; von Krogh & von Hippel, 2006). Such communities produced very successful technologies such as the Linux operating system, which is widely deployed in data-centres and high-performance computers, the Apache webserver, that hosts most of the pages on the Internet; and the WebKit web-browsing technologies, that power most modern mobile devices. Like in other disciplines, the library and information science can learn from the success of open-source software and their modus operandi (Awazu & Desouza, 2004; Câmara & Fonseca, 2007; Shekgola, 2025; Oberg, 2003; Tidal, 2017). 
2.3 Coordination in open-source software 
Coordination in the production of software can be understood as the management of dependencies among the tasks of distributed contributors (Malone & Crowston, 1994). Given the networked, virtual and global distributed nature of open-source software, scholars from different disciplines investigated coordination in this specific context (e.g., Bolici et al., 2016; Howison & Crowston, 2014; Shaikh & Henfridsson, 2017; Zaggl, 2025). In the absence of formal managerial hierarchies, this coordination is achieved through a distinctive blend of socio-material processes. As Shaikh and Henfridsson (2017) argue, governance in OSS is enacted through dynamic coordination processes rather than static structures, where the rules and norms for collaboration are continually reproduced and adjusted through everyday project interactions. This perspective aligns with the concept of "open superposition," where work is openly layered upon a shared digital artifact, allowing contributors to observe, build upon, and integrate each other's efforts without requiring extensive prior communication (Howison & Crowston, 2014). Along these lines the transparency of open-source software artifacts reduce the need for direct instruction and enables a form of stigmergic coordination, where the artefacts itself—the evolving codebase—signals necessary actions and modulates collective behaviour (Bolici et al., 2016). 
A central theoretical tension in understanding this coordination lies between artifact-driven and authority-driven mechanisms. Artifact-driven coordination, as explored by Zaggl (2025), posits that the shared work product (e.g., the source code, its modular architecture, and associated tools like version control systems) serves as the primary medium for organising work. Contributors coordinate implicitly by reading, modifying, and responding to changes in the artifact, a process that minimises direct communication costs and facilitates scalable collaboration. This is contrasted with authority-driven coordination, which relies on the hierarchical decisions of designated individuals, such as module maintainers or release managers, to resolve conflicts, set direction, and integrate contributions. Zaggl (2025) finds that while artifact-based coordination generally lowers the costs of propagating changes through the system, effective projects often strategically blend both forms; authority-based mechanisms become crucial for managing complex interdependencies and ensuring architectural integrity where purely artifact-driven signals are insufficient. 
Thus, the coordination landscape of successful large-scale open-source projects is a hybrid one. It leverages the efficiencies of stigmergic, artifact-based interaction for daily development, enabled by tools like Git that make the work of all contributors visible and composable. Simultaneously, it incorporates lightweight but critical authority-based governance to manage decisions that cannot be resolved through the artifact alone, such as architectural pivots or contentious proposals. This synthesis allows open-source communities to maintain both openness and coherence, enabling thousands of geographically dispersed individuals to collaboratively build complex, mission-critical software systems without traditional corporate oversight (Bolici et al., 2016; Shaikh & Henfridsson, 2017; Zaggl, 2025).
3. Methodological Design
This research is embedded within a large multi-year research program dealing with IL at the workplace. Our sub-project pays special attention to global and geographically distributed work. In this research, we scrutinise the software development practices of the two open-source communities developing a very complex infrastructure capable of handling big data in heterogeneous computing environments. Both OpenStack and Automotive Grade Linux, communities with hundreds of firms and thousands of individuals jointly developing software in the open-source arena, were our fields of practice and social site under investigation (Schatzki et al., 2001). 

As our goal encompassed investigating open-source software development from a information practice perspective to an audience not necessarily interested in software development, the initial research question “What are the information-intensive activities of open-source software development that allow them to jointly develop and maintain large-scale, complex software systems?” framed our investigation - this in the context of open, large, and global, computer-supported online communities. 

We take a cross-disciplinary approach by design to leverage the distinct disciplinary orientation of the authors (from ’Software Engineering’ to ’Information Systems’ and ’Library and Information Science’). Therefore, we attempted to cross the different branches, disciplines, sub-disciplines, and specialties of scientific knowledge (Morillo et al., 2003). Prior years of engagement with the OpenStack and the Automotive Grade Linux communities led to related research (Teixeira, 2014, 2017, 2023; Teixeira et al., 2015, 2016; Teixeira & Hyrynsalmi, 2017; Teixeira, J., & Karsten 2019) and expedited our research efforts. 

We collected and analysed qualitative publicly available and naturally occurring archival data derived from the OpenStack and the Automotive Grade Linux projects. This kind of data is not a consequence of our own actions as researchers, but they are created and maintained by the two open-source communities in their own pursuits of producing large and complex open-source cloud computing and automotive infrastructures. We have considered key guidelines on how to conduct qualitative empirical research online (Kozinets, 2009, 2012). From the initial sources of online data, we were forced to follow many links to collect further information related to knowledge management. First for the OpenStack project and then later for the Automotive Grade Linux project to further extend the initial research. The collected data captures not only the OpenStack and Automotive Grade Linux software ecosystems but also their evolution. Several official Internet pages, wikis and blogs created by the community to guide the joint development of both projects were analysed (see for example OpenStack[footnoteRef:1] or AGL[footnoteRef:2]). The software development documentation guiding the day-to-day work of those contributing to the open-source project also guided our research efforts. Overall, the collected data, left by the developers under the public domain, allows us, to trace back and understand certain elements of the individual and collective digital behaviour of developers from their interaction with digital systems (Choi, 2020; Pentland et al., 2020). [1:  https://wiki.openstack.org/wiki/How_To_Contribute]  [2:  https://www.automotivelinux.org/] 


As Lindberg et al. (2016) and Howison & Crowston (2014) who relied on similar data but from other open-source projects, we crossed observation (direct and retrospective) with some computational approaches to make sense of the day-to-day activities of open-source software developers. In this sense we align very much with the ideas of Venturini and Latour (Venturini & Latour, 2009) that interactions that pass through digital media leave traces that can be easily recorded, massively stored and inexpensively retrieved.

The construction of social phenomena implies tracking each of the actors involved and each of the interactions between them. This was an impossible goal just a dozen years ago, but it starts to become more and more realistic as digital technologies spreads. (Venturini & Latour, 2009).

Leveraging prior research efforts (Teixeira, 2014, 2017, 2023; Teixeira et al., 2015, 2016; Teixeira & Hyrynsalmi, 2017) allowed us to get access to software developers, and get familiar with their ways of working. We turned to theory on IL to unveil and analyse recurrent work activities. Our results are grounded from observable, regularly occurring user activities and routines. Our awareness on this recurrent work activities emerged from the collected trace data, were repetition patterns emerged. Furthermore, documentation developed by the software developers themselves as well as documentation of tools used by the same software developers, called our attention to recurrent work activities established in both communities. Studying the social sites for a long period of time was crucial, as such working practices follow cycles of three to six months. One cycle often starts with practices related to actual functional development, and cycles often end with distinct activities dealing more with quality assurance. 

Two software developers, each with a track record of contributing to one of the investigated projects, were invited to comment to enhance the validity of our interpretations. They were also invited to reflect on their own work activities and to comment a preliminary version of our results section.

4. Results
As the key output of our research efforts, we identified ten recurrent work activities that we think are particularly important. These activities are valuable both to people interested in information practices in general and information practices in geographically distributed digital environments more particularly. These key ten recurrent activities are branching, committing, fetching, pushing, merging, reviewing, continuously integrating, gating, release management and announcing. While many of the other identified activities are very contextual, dependent on the actor’s role (e.g., coder, tester or user-interface designer), on the technologies in use (e.g., programming language, hardware), the artifacts’ functionality (e.g., a new software feature, a new user-interface design or a new robot testing other digital artifacts), and the level of engagement with the project (e.g., full-time, part-time, occasional contributor), these ten activities here reported were found to be recurrent across the two projects overall. In other words, we found that independently of the type of work being done (e.g., software, testing, design or documentation) and its context (e.g., situated goals, technology, affiliated company), it is very likely that all actors involved in the two communities experience these ten activities on a regular basis. 

In our view, the following ten activities are worthy being reported and explained to an audience who might not be interested in software development. Therefore, we here attempted to understand, analyse, report and explain the following activities recurrently enacted in our investigated open-source communities. 

branching an activity in which developers isolate their own work (in their own computer) from the commonly shared work base (distributed across developers). An activity much influenced by the technological artifacts. 

committing an activity in which developers communicate to other developers what they changed (in their own computer) and why. An activity much influenced by the education, the workplace, the community, and the technological artifacts. 

fetching an activity in which developers receive all the changes performed by the other developers (distributed across the globe) to their own computer. An activity much influenced by the technological artifacts.
 
pushing an activity in with developers share their own changes (in their own computer) to the other developers (distributed across the globe). An activity much influenced by the technological artifacts. 

merging an activity in which developers integrate their most recent work (e.g., a new feature implemented in their own computer) with the commonly shared work base (distributed across developers). An activity much influenced by the community, the workplace, and the technological artifacts. 

reviewing an activity in which new contributions (i.e., proposed changes to the commonly shared work base) are both reviewed and evaluated by other developers and several robots. An activity much influenced by the education, the community and the technological artifacts. 

continuously integrating an activity in which humans and robots continuously integrate and test new contributions at a very fast pace. An activity much influenced by the community and the technological artifacts. 

gating an activity in which humans and robots keep low-quality contributions away from the officially shared work base. An activity much influenced by the education, the workplace, the community, and the technological artifacts. 

release management an activity in which lead-developers decide what contributions are good enough to be included in a forthcoming official product version (a stable commonly shared work base). An activity much influenced by the workplace, the community, and the technological artifacts. 

announcing after contributions are recurrently tested, reviewed and evaluated by humans and robots and finally integrated with a stable commonly shared work base. The activity of announcing, communicating and marketing new contributions (new landings in the official master version of the project repository). An activity much influenced by the workplace, the community, and the technological artifacts.

While the ten identified activities are presented here as distinct analytical categories, within the living context of the open-source project they do not occur as isolated events. Instead, they form a deeply processual and temporally structured workflow that governs the entire lifecycle of a contribution. The journey of a single code change typically begins with branching and committing, moves through the synchronous gatekeeping of fetching, pushing, and merging, enters the critical and often iterative phase of reviewing and gating, and only after successfully navigating continuous integration tests does it culminate in release management and eventual announcing. This sequence is not merely linear but cyclical and recursive; a contribution that fails gating may be sent back for further committing, while the announcing of one release simultaneously marks the starting point for the next development cycle. Furthermore, these activities are tightly coupled to the project's cadence of three-to-six-month release cycles, creating predictable peaks in reviewing and integration labour as milestone deadlines approach. Thus, the information practice of these developers is not a static set of skills, but a temporally orchestrated performance where the meaning and urgency of each activity shift according to its position in the collective production timeline.

Most of the reported activities can be easily mapped to Git (i.e., the version control and distributed revision control system created by Linus Torvalds to support the development of Linux). In the Git reference manual[footnoteRef:3], we can find information about the git branch, git commit, git fetch, git push, and git merge commands that developers use daily. We note, however, that the practices of continuously integrating, gating, release management, and announcing relied mostly on other systems, often integrated with Git. Furthermore, there is a great degree of cross-project customisation, and the actual activities can vary from project to project. For example, the OpenStack community started relying more on the Git flow project[footnoteRef:4] over the standard Git for merges and reviews. In another example, some of the basic functionalities for peer review on the Automotive Grade Linux project were heavily customised and handled in part by other tools such as Gerrit[footnoteRef:5]. To sum up, being able to work with Git is fundamental for open-source software developers to co-produce their work in a global collaborative way. However, from project to project, there are customisations and workflows integrate Git with other systems.  [3:  https://git-scm.com/docs]  [4:  https://git-flow.sh/docs/about/]  [5:  https://www.gerritcodereview.com/about.html] 


As mentioned earlier in the methodology, we asked two software developers from the projects under investigation to comment on our recurrent activities. One of the developers called our attention to the gating activity (a process in which non-conforming or low-quality developments are turned down) - many contributions submitted to the project do not open the number of gates required for its integration within the code base. Much of the performed work is “turned down”, and, therefore, not included in the official OpenStack releases (i.e., an official software version). Such “sent back” work needs to be improved by the developers so that it can open all the required gates to be included in a later release, becoming then visible to other developers, users, customers and researchers such as us. The same activity of ‘gating’ did not emerge from the analysis of the Automotive Grade Linux project; however, both communities do cover the activity of ‘reviewing’ which has a more positive connotation attached to it. Both informants also pointed out that the larger the pool of contributors, the higher the ‘reviewing’ load as all contributions to the project need to be reviewed by more experienced developers. In this sense, open-source code reviews, and academic peer review share some parallels.

5. Discussion
Our main contribution is the empirical grounded description of ten work activities, extending prior work on IL and modalities of information (Lloyd, 2006, 2010b, 2017; Lloyd et al., 2013; Špiranec & Kos, 2013). As noted in recent studies on artifact-based coordination in open-source software highlight that developers strongly rely on shared digital artifacts to organise their work, rather than on direct communication or hierarchies (Howison & Crowston, 2014; Zaggl, 2025). Therefore, technological artifacts should not be merely considered as an output of work activities. Instead, they hold active inscriptions of practical knowledge that support collective production efforts. Technological artifacts are intertwined with all the observed work activities and act as a source of information by themselves that influences the developer's work and coordination. When analysing the practice of opensource software development at the empirical level, researchers should not consider technological artefacts merely as the output of work activities. Instead, they should consider technological artifacts as holding information that shapes the behaviour of software developers.

Informed by the selected theory background and by following the digital traces left by software developers doing their work (i.e. by retrospectively analysing collective joint development efforts of the developers), we could recognise four modalities of information. In addition to the three early recognised modalities of information broadly proposed by Lloyd (2017) - the epistemic/instrumental, the corporeal, and the social modalities - we identified a fourth information modality that we here label as ‘technological artifacts’. By focusing on the literacies of information at the empirical level, and while grasping the elements of the practice under investigation, we could not fully explain the work activities of the developers by solely looking at their formal education, the workplace, and community aspects, or the corporeal dimension. Most of the investigated work activities deal directly with the technological artifacts being developed. Even if many say that in open-source communities ‘code is king’, the commonly shared work base includes not only the software source code (aka codebase) but also other technological artifacts such as documentation, automated tests, and infrastructure (e.g., software robots that continuously integrate, build and test what was developed so far).

Furthermore, our findings also reinforce the early view on work artifacts as ’dynamic vehicles’ that make knowledge creation, accumulation, and dissemination possible throughout the Internet (Lanzara & Morner, 2003, 2005). Furthermore, we also reinforce views on artifacts as enacting stigmergic mechanisms that enable coordination without discussion or direct communication (Bolici et al., 2016; Crowston et al., 2007; Robles et al., 2005). In the cases of OpenStack and Automotive Grade Linux, where independent and organisational affiliated developers work together, such technological artifacts are available to any user or potential contributor independently of any age, group, organisational affiliation, and field of endeavour. They belong in an intellectual property regime that allows the incremental innovation that characterises open-source communities (Awazu & Desouza, 2004). Under the traditional software development (i.e., the proprietary way), such work artifacts are not available. Instead, they are controlled and protected with intellectual property mechanisms. In this sense, proprietary software limits the information modalities to potential improvers to the software.

Almost all the recurrent activities found in both projects are orchestrated by Git, the version control and distributed revision control system supporting distributed, non-linear workflows in the projects. In each of these activities, different actors within the studied projects interact directly with artefacts orchestrated by Git. Being able to work with Git is, therefore, a required skill to contribute directly to the two projects. As researchers, we needed to learn how Git works before making sense of how developers co-produce their work in a global collaborative way.

The investigated open-source developers interact with the Git system as part of their day-to-day work. This is consistent with prior research highlighting the role of version control and distributed revision control systems as orchestrating the work activities of open-source software developers (Lanzara & Morner, 2003, 2005; Teixeira & Karsten, 2019). While in some open-source projects the version control and distributed revision control system are two different systems, in our two projects, the Git system integrated both systems in one. As reported by Davis (2015) ‘learning version control is ... a key skill for the libraries and archives of tomorrow” and “Git makes collaborative work much easier” (Davis, 2015).

Even if developers work mostly alone in front of their own computers in a geographically distributed setting with little face-to-face interaction, they are still doing a vast collective effort. Surprisingly, such collective efforts exhibit modest dependence on rich-media and synchronous communication channels traditionally seen as a requirement for effective production (Daft & Lengel, 1986; Kock, 2004; Müller et al., 2026; Workman et al., 2003). It is also important to notice that the practice here described require artifacts to move freely from worker to work with low latency. The work base is jointly developed, as well as recent changes to it, move to and from the developers’ computers very frequently, often several times a day. As in open-source communities, the work base is fully digital and can move around at a very fast pace from computer to computer over the Internet. Such practice and its activities would not work with physical work bases (e.g., a building, an airplane, or a ship). Even if most of the here reported work activities cannot be carried out in non-digital environments, the increasing trend towards the digitalisation of work activities (Harteis, 2018) reiterates the importance of studying the information-intensive information practices of open-source communities. After all, their work activities are nearly fully digitalised already.

6. Conclusions
Many have argued that many cross-disciplinary lessons can be learned from the open-source communities (Awazu & Desouza, 2004; Fitzgerald, 2011; Hourri, 2024; Markus & Agres, 2000; Munos, 2006; O’Reilly, 1999; von Krogh & von Hippel, 2006 ; Zaggl, 2025). In our view, open-source communities are pioneers of digitalisation as since their inception they develop digital artifacts primarily by digital means. In this study, we investigated the information-intensive information practices of two large open-source communities. The first known as OpenStack as a community of individuals and organisations that jointly develop a complex open-source cloud computing infrastructure; and the second known as Automotive Grade Linux as jointly developing a complex open-source platform that is integrated in cars.
 
Our research efforts led to the recognition of ten key information-intensive work activities that merit attention from audiences not specifically focused on software development. The reported information activities embedded in the day to day of the development efforts are branching, committing, fetching, pushing, merging, reviewing, continuously integrating, gating, release management, and announcing. While most of these activities constituting the practice of open-source software development cannot be carried out in non-digital environments, the increasing trend towards the digitalisation of work practices reiterates the importance of studying information-intensive information practices in digital work. 

When analysing the reported activities from the perspective of IL and information modalities (Lloyd, 2006, 2010b, 2017; Lloyd et al., 2013;) we argue thattechnological artifacts should not be merely considered as an output of work activities. Instead, they hold active inscriptions of practical knowledge that support the collective production efforts. In the observed software development context, technological artifacts are intertwined within the day-to-day digital work activities. As technological artifacts as holding information that shapes the behaviour of software developers, they should be considered an information modality by itself. When investigating the development of complex technology, scholars should not consider technological artifacts merely as the output of work activitiesnor as a medium solely for holding information - instead, they should also consider the potential of technological artifacts as an information modality that shape social practice.
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